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Today + one more lecture on self-designing systems (Tuesday)


Then: 1 lecture on fast NN training through data movement optimization 
(systems project)


One lecture on LLM+RAG 


Then 3 lectures on end-to-end AI through reimagining storage


Then spring break


Then papers presentations


Systems projects should start coding by next week

Research projects should know projects in next two weeks
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e.g., binary search

SYNTHESIS FROM LEARNED MODELS  
coding, modeling, generalized models, and a touch of ML
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1. MINIMAL CODE 2. BENCHMARK 3. FIT MODEL

e.g., binary search

FOLDING ALGORITHMIC, ENGINEERING, AND H/W, PROPERTIES INTO THE COEFFICIENTS

SYNTHESIS FROM LEARNED MODELS  
coding, modeling, generalized models, and a touch of ML
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1. fanout.type = FIXED;
2. fanout.fixedVal = 20;    
3. sorted = True; 
4. zoneMaps.min = true;
5. zoneMaps.max = false;
6. retainsData = false;
…
46. capacity = BALANCED;

I
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1. fanout.type = FIXED;
2. fanout.fixedVal = 64;
3. sorted = True; 
4. zoneMaps.min = false;
5. zoneMaps.max = false;
6. retainsData = true;
…
46. capacity = fixed;
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FOR EACH OPERATION

1. Decide access strategy (L1) 
based on node design

2.  Decide exact access 

     strategy implementation (L2)

     based on available models

FOR EACH NODE

3.  Get cost for chosen model

QUEYRYING
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Data Access Primitives and Fitted Models
Data Access Primitives Level 1
(required parameters ; optional
parameters)

Model Parameters Data Access Primitives Layer 2 Fitted Models

1 Scan Data Size Scalar Scan (RowStore, Equal) Linear Model (1)
2 (Element Size, Comparison, Scalar Scan (RowStore, Range) Linear Model (1)
3 Data Layout; None) Scalar Scan (ColumnStore, Equal) Linear Model (1)
4 Scalar Scan (ColumnStore, Range) Linear Model (1)
5 SIMD-AVX Scan (ColumnStore, Equal) Linear Model (1)
6 SIMD-AVX Scan (ColumnStore, Range) Linear Model (1)
7 Sorted Search Data Size Binary Search (RowStore) Log-Linear Model (2)
8 (Element Size, Data Layout; ) Binary Search (ColumnStore) Log-Linear Model (2)
9 Interpolation Search (RowStore) Log + LogLog Model (3)
10 Interpolation Search (ColumnStore) Log + LogLog Model (3)
11 Hash Probe

(; Hash Family)
Structure Size

Linear Probing (Multiply-shift [29])
Sum of Sigmoids (5),
Weighted Nearest
Neighbors (7)

12
Linear Probing (k-wise independent,
k=2,3,4,5)

Sum of Sigmoids (5),
Weighted Nearest
Neighbors (7)

13 Bloom Filter Probe
(; Hash Family)

Structure Size, Number
of Hash Functions Bloom Filter Probe (Multiply-shift [29])

Sum of Sum of Sigmoids
(6), Weighted Nearest
Neighbors (7)

14
Bloom Filter Probe (k-wise independent,
k=2,3,4,5)

Sum of Sum of Sigmoids
(6), Weighted Nearest
Neighbors (7)

15 Sort Data Size QuickSort NLogN Model (4)
16 (Element Size; Algorithm) MergeSort NLogN Model (4)
17 ExternalMergeSort NLogN Model (4)
18 Random Memory Access Region Size Random Memory Access Sum of Sigmoids (5),

Weighted Nearest
Neighbors (7)

19 Batched Random Memory
Access

Region Size Batched Random Memory Access Sum of Sigmoids (5),
Weighted Nearest
Neighbors (7)

20 Unordered Batch Write Write Data Size Contiguous Write (RowStore) Linear Model (1)
21 (Layout; ) Contiguous Write (ColumnStore) Linear Model (1)
22 Ordered Batch Write Write Data Size, Batch Ordered Write (RowStore) Linear Model (1)
23 (Layout; ) Data Size Batch Ordered Write (ColumnStore) Linear Model (1)
24 Scattered Batch Write Number of Elements,

Region Size
ScatteredBatchWrite Sum of Sum of Sigmoids

(6), Weighted Nearest
Neighbors (7)

Models used for �tting data access primitives
Model Description Formula

1 Linear Fits a simple line through data f (v) = w>� (v) + �0;� (� ) = (� )

2 Log-Linear Fits a linear model with a basis composed of the identity and
logarithmic functions plus a bias

f (v) = w>� (v) + �0;� (� ) =
 
�

log�

!

3 Log + LogLog Fits a model with log, log log, and linear components f (v) = w>� (v) + �0;� (� ) = *.
,

�
log�

log log�
+/
-

4 NLogN Fits a model with primarily an NLogN and linear component f (v) = w>� (v) + �0;� (� ) =
 
� log�

�

!

5 Sum of Sigmoids Fits a model that has k approximate steps. Seen as sigmoids in
log x as this �ts various cache behaviors nicely

f (x ) =
Pk
i=1

ci
1+e�ki (logx�xi )

+ �0

6 Sum of Sum of
Sigmoids

Fits a model which has two cost components, both of which have
k approximate steps occuring at the same locations.

f (x,m) =
Pk
i=1

ci1
1+e�ki (logx�xi )

+

(m � 1) (Pk
i=1

ci2
1+e�ki (logx�xi )

+ �1 ) + �0
7 Weighted Nearest

Neighbors
Takes the k nearest neighbors under the l2 norm and computes a
weighted average of their outputs. The input x is allowed to be a
vector of any size.

Let x1, ...xk be the nearest neighbors of x
with costs �1, . . . , �k . Then
f (x ) = 1

Pk
i=1

1
d (x,xi )

Pk
i=1

1
d (x,xk )�k

Notation: f is a function, v is a vector, and x, m are scalars. log(v) returns a vector with log applied on an element by element

basis to v; i.e. if � =
 
�1
�2

!
, then log� =

 
log�1
log�2

!
. Finally, if we have vectors � (1), � (2) of lengths n,m stacked on each other

as
 
� (1)

� (2)

!
, then this signi�es the n +m length vector produced by stacking the entries of � (1) on top of the entries of � (2) ; i.e.

 
� (1)

� (2)

!
=

⇣
� (1)
1 , . . . , � (1)

n , � (2)
1 , . . . , � (2)

m

⌘>
.

Table 1: Data access primitives and models used for operation cost synthesis.

ACCESS

PRIMITIVES
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CAN WE COMPUTE PERFORMANCE ACCURATELY?

DClayout spec cost costC++VS
(same workload, hardware, data)
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HW1	
point	gets
CPU: 64x2.3GHz
L3:  46MB 
RAM: 256GB

HW2	
point	gets
CPU: 4x2.3GHz
L3:  46MB 
RAM: 16GB

HW3	
point	gets
CPU: 64x2GHz
L3:  16MB 
RAM: 1TB

HW3	
updates
CPU: 64x2GHz
L3:  16MB 
RAM: 1TB

HW3	
range	gets
CPU: 64x2GHz
L3:  16MB 
RAM: 1TB
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Data Calculator
Implementation

various data structures

It works for numerous data structure classes and for diverse hardware and operations

Linked-list Array Range Part. LL Skip List Trie B+Tree Sorted Array Hash-table

var h/w
and op

Training cost 50-100 secs
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