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Data Canopy
Statistical queries

Data

Library of building blocks

Thin nodes

Fixed width metadata

Shared Scans

Caching

Cache misses vs Scans

Updates in/out of place

Granularity of intermediates

Array -based: multi-core/SIMD
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Efficient Statistics/ML

Python to C/Rust =10-20x

anecdotal “evidence”

Hardware/Data Movement Conscious 
Algorithm Redesign = 500-1000x

Instead: 
frameworks for parallelization and pay way way more on the cloud  

use approximation to cut down on computation and data



Client Response Time 
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(model development)



Leibniz, Let us calculate

DESIGN SPACE  - SYNTHESIS RULES - COST SYNTHESIS - SEARCH
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Image recognition

Dog 

Table 



ΓαταCat

Machine translation



What happens in Vegas…

Auto-complete

…



cat = f (        )

How do we do this mapping? 



cat = f (        )

How do we do this mapping? 



data
clean/transform



perceptron

weight 

3.4

data
clean/transform



perceptron

weight 

3.4

data
clean/transform

activation function



Multi-layer perceptron
“can represent a wide variety of interesting functions”



Multi-layer perceptron



Some weird neural network!
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Deep neural networks



Cat

Multiple layers
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Forward pass to compute a prediction

Fish

Labeled  

data

Backward pass to ‘slightly’ nudge the weights

repeat until happy/convergence 

How do we train these networks?
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READING/WRITING DATA + COMPUTATION
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2012 2014 2015 2017

264 layers

152 layers

19 layers7 layers

Detecting digits Driving carsDiscerning images
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Single Model
Ensemble Model
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DNN

DNN

DNN

Cat

Cat

Catastrophe

CAT



Improve accuracy Reduce variance

Representationally richer



Top performers in competitions Widely applied
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A Large Hadron Collider for Neural Networks 

What happens when we add a new neuron in position X?



Rapid Deep 
Ensemble 
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it is all about 
data movement 

and computation
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Function Preserving Transformations
Increase the capacity (expressivity) of the networks while preserving their function (also accuracy)



Function Preserving Transformations

Widen the network

Increase the capacity (expressivity) of the networks while preserving their function (also accuracy)

Net2Net (Wei et al.)
Network morphism (Chen et al.)



Function Preserving Transformations

Deepen the networkWiden the network

Increase the capacity (expressivity) of the networks while preserving their function (also accuracy)

Net2Net (Wei et al.)
Network morphism (Chen et al.)
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CREATE >1 MOTHERNETS 
ON CLUSTERS OF NETWORKS

# of clusters helps us navigate

adaptively “add” clusters and mothernets
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MotherNets vs. KD, TN, and BA. For all ensembles
across all data sets, we observe that time-optimized Moth-
erNets (with g = 1) achieve an overall better accuracy-
training time tradeoff (i.e., MotherNets is both faster and
more accurate) than KD, TN, and BA3.

MotherNets is 2⇥ to 4.2⇥ faster than KD and results in
up to 2 percent better test accuracy. The lower accuracy
stems from the fact that all ensemble networks in KD are
more closely tied to the base network as they are trained
from the output of the same network. The higher training
cost is because distilling is expensive taking around 60 to
70 percent of the time required to train from scratch.

Compared to BA, MotherNets is on average (taken across all
of our experiments) 3.6⇥ faster and results in significantly
better accuracy – up to 5.5 percent lower absolute test error
rate. Since BA reduces the number of unique data items seen
by individual models, it is ineffective when training highly
parameterized deep neural networks (Lee et al., 2015a).

To achieve comparable accuracy to MotherNets (with g =
1), TN requires up to 3.8⇥ more training time on V 5. In
the same time budget, MotherNets can train with g = 4
providing over one percent reduction in test error rate. The
high training time is due to the fact that per epoch cost of
training the TreeNet is both higher than a single model and
it also takes more epochs to converge. Moreover, TN does
not generalize to neural networks with skip-connections.

The low test error rate of MotherNets when compared to KD,
TN, and BA stems from the fact that transferring the learned
function from MotherNets to ensemble networks provides
a good starting point as well as introduces regularization
for further training. This also allows hatched ensemble
networks to converge significantly faster resulting in overall
lower training time.

3 We omit BA from all our tradeoff graphs (Figure 3, Figure
4, Figure 5, Figure 6, and Figure 7) as it is a clear outlier: It takes
on average 73 percent of the time to train as compared to FD but
still results in significantly higher test error rate than any of the
baseline approaches including the single model.

MotherNets vs. SE. For the majority of our experiments,
SE and MotherNets (with g = 1) have identical training
times but MotherNets is more accurate. This applies to V 5
trained on CIFAR-10 (Figure 3), R10 trained on CIFAR-10
(Figure 5), and V 25 trained on CIFAR-100 (Figure 6). For
V 5, MotherNets result in 0.7 percent lower absolute test
error rate than SE for g = 1 and around 1.25 percent lower
absolute test error rate for g = 2. For the R10 ensemble
MotherNets outperforms SE establishing a new baseline
for ResNet ensembles on CIFAR-10 achieving below 4.5
percent test error rate in the same time SE achieves around
5.1 percent (He et al., 2016; Huang et al., 2017a). For the
V 25 ensemble MotherNets provide 1.5 percent lower test
error rate, whereas SE performs worse than a single model.
For the D5 ensemble trained on CIFAR-10 only, we find
that SE is more accurate than MotherNets, although slightly
slower to train.

Additionally, through the use of multiple clusters (i.e., vary-
ing the value of g), MotherNets provides flexibility over
the training time-accuracy tradeoff. For instance, for the
D5 ensemble (Figure 4), SE lies in between MotherNets
with g = 1 and g = 2. For a little decrease in accuracy,
MotherNets with g = 1 can train around 10 percent faster
or provide 0.5 percent better accuracy if given 40 percent
more training time with g = 2. Similarly, for V 25 trained
on SVHN (Figure 7), MotherNets (with g = 2) results in
better accuracy in around the same amount of training time
as SE. We also show in Appendix E how MotherNets dom-
inate Fast Geometric Ensembles (FGE) when trained on
Wide ResNets. FGE, similarly to SE, generates ensembles
from the training trajectory of a single neural network but
uses a different cyclical learning rate schedule from SE i.e.,
geometric instead of cosine (Garipov et al., 2018).

Training time break down. Figure 8 and Figure 9 provide
the training time break down for V 5 and D5 ensembles
respectively. We observe proportional time break down
across all experiments. For MotherNets, we see that much
of the training time consists of training the first network.
Afterwards, training each additional network pays only a
marginal cost. In comparison, FD, KD, and BA take much
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MotherNets vs. KD, TN, and BA. For all ensembles
across all data sets, we observe that time-optimized Moth-
erNets (with g = 1) achieve an overall better accuracy-
training time tradeoff (i.e., MotherNets is both faster and
more accurate) than KD, TN, and BA3.

MotherNets is 2⇥ to 4.2⇥ faster than KD and results in
up to 2 percent better test accuracy. The lower accuracy
stems from the fact that all ensemble networks in KD are
more closely tied to the base network as they are trained
from the output of the same network. The higher training
cost is because distilling is expensive taking around 60 to
70 percent of the time required to train from scratch.

Compared to BA, MotherNets is on average (taken across all
of our experiments) 3.6⇥ faster and results in significantly
better accuracy – up to 5.5 percent lower absolute test error
rate. Since BA reduces the number of unique data items seen
by individual models, it is ineffective when training highly
parameterized deep neural networks (Lee et al., 2015a).

To achieve comparable accuracy to MotherNets (with g =
1), TN requires up to 3.8⇥ more training time on V 5. In
the same time budget, MotherNets can train with g = 4
providing over one percent reduction in test error rate. The
high training time is due to the fact that per epoch cost of
training the TreeNet is both higher than a single model and
it also takes more epochs to converge. Moreover, TN does
not generalize to neural networks with skip-connections.

The low test error rate of MotherNets when compared to KD,
TN, and BA stems from the fact that transferring the learned
function from MotherNets to ensemble networks provides
a good starting point as well as introduces regularization
for further training. This also allows hatched ensemble
networks to converge significantly faster resulting in overall
lower training time.

3 We omit BA from all our tradeoff graphs (Figure 3, Figure
4, Figure 5, Figure 6, and Figure 7) as it is a clear outlier: It takes
on average 73 percent of the time to train as compared to FD but
still results in significantly higher test error rate than any of the
baseline approaches including the single model.

MotherNets vs. SE. For the majority of our experiments,
SE and MotherNets (with g = 1) have identical training
times but MotherNets is more accurate. This applies to V 5
trained on CIFAR-10 (Figure 3), R10 trained on CIFAR-10
(Figure 5), and V 25 trained on CIFAR-100 (Figure 6). For
V 5, MotherNets result in 0.7 percent lower absolute test
error rate than SE for g = 1 and around 1.25 percent lower
absolute test error rate for g = 2. For the R10 ensemble
MotherNets outperforms SE establishing a new baseline
for ResNet ensembles on CIFAR-10 achieving below 4.5
percent test error rate in the same time SE achieves around
5.1 percent (He et al., 2016; Huang et al., 2017a). For the
V 25 ensemble MotherNets provide 1.5 percent lower test
error rate, whereas SE performs worse than a single model.
For the D5 ensemble trained on CIFAR-10 only, we find
that SE is more accurate than MotherNets, although slightly
slower to train.

Additionally, through the use of multiple clusters (i.e., vary-
ing the value of g), MotherNets provides flexibility over
the training time-accuracy tradeoff. For instance, for the
D5 ensemble (Figure 4), SE lies in between MotherNets
with g = 1 and g = 2. For a little decrease in accuracy,
MotherNets with g = 1 can train around 10 percent faster
or provide 0.5 percent better accuracy if given 40 percent
more training time with g = 2. Similarly, for V 25 trained
on SVHN (Figure 7), MotherNets (with g = 2) results in
better accuracy in around the same amount of training time
as SE. We also show in Appendix E how MotherNets dom-
inate Fast Geometric Ensembles (FGE) when trained on
Wide ResNets. FGE, similarly to SE, generates ensembles
from the training trajectory of a single neural network but
uses a different cyclical learning rate schedule from SE i.e.,
geometric instead of cosine (Garipov et al., 2018).

Training time break down. Figure 8 and Figure 9 provide
the training time break down for V 5 and D5 ensembles
respectively. We observe proportional time break down
across all experiments. For MotherNets, we see that much
of the training time consists of training the first network.
Afterwards, training each additional network pays only a
marginal cost. In comparison, FD, KD, and BA take much
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MotherNets vs. KD, TN, and BA. For all ensembles
across all data sets, we observe that time-optimized Moth-
erNets (with g = 1) achieve an overall better accuracy-
training time tradeoff (i.e., MotherNets is both faster and
more accurate) than KD, TN, and BA3.

MotherNets is 2⇥ to 4.2⇥ faster than KD and results in
up to 2 percent better test accuracy. The lower accuracy
stems from the fact that all ensemble networks in KD are
more closely tied to the base network as they are trained
from the output of the same network. The higher training
cost is because distilling is expensive taking around 60 to
70 percent of the time required to train from scratch.

Compared to BA, MotherNets is on average (taken across all
of our experiments) 3.6⇥ faster and results in significantly
better accuracy – up to 5.5 percent lower absolute test error
rate. Since BA reduces the number of unique data items seen
by individual models, it is ineffective when training highly
parameterized deep neural networks (Lee et al., 2015a).

To achieve comparable accuracy to MotherNets (with g =
1), TN requires up to 3.8⇥ more training time on V 5. In
the same time budget, MotherNets can train with g = 4
providing over one percent reduction in test error rate. The
high training time is due to the fact that per epoch cost of
training the TreeNet is both higher than a single model and
it also takes more epochs to converge. Moreover, TN does
not generalize to neural networks with skip-connections.

The low test error rate of MotherNets when compared to KD,
TN, and BA stems from the fact that transferring the learned
function from MotherNets to ensemble networks provides
a good starting point as well as introduces regularization
for further training. This also allows hatched ensemble
networks to converge significantly faster resulting in overall
lower training time.

3 We omit BA from all our tradeoff graphs (Figure 3, Figure
4, Figure 5, Figure 6, and Figure 7) as it is a clear outlier: It takes
on average 73 percent of the time to train as compared to FD but
still results in significantly higher test error rate than any of the
baseline approaches including the single model.

MotherNets vs. SE. For the majority of our experiments,
SE and MotherNets (with g = 1) have identical training
times but MotherNets is more accurate. This applies to V 5
trained on CIFAR-10 (Figure 3), R10 trained on CIFAR-10
(Figure 5), and V 25 trained on CIFAR-100 (Figure 6). For
V 5, MotherNets result in 0.7 percent lower absolute test
error rate than SE for g = 1 and around 1.25 percent lower
absolute test error rate for g = 2. For the R10 ensemble
MotherNets outperforms SE establishing a new baseline
for ResNet ensembles on CIFAR-10 achieving below 4.5
percent test error rate in the same time SE achieves around
5.1 percent (He et al., 2016; Huang et al., 2017a). For the
V 25 ensemble MotherNets provide 1.5 percent lower test
error rate, whereas SE performs worse than a single model.
For the D5 ensemble trained on CIFAR-10 only, we find
that SE is more accurate than MotherNets, although slightly
slower to train.

Additionally, through the use of multiple clusters (i.e., vary-
ing the value of g), MotherNets provides flexibility over
the training time-accuracy tradeoff. For instance, for the
D5 ensemble (Figure 4), SE lies in between MotherNets
with g = 1 and g = 2. For a little decrease in accuracy,
MotherNets with g = 1 can train around 10 percent faster
or provide 0.5 percent better accuracy if given 40 percent
more training time with g = 2. Similarly, for V 25 trained
on SVHN (Figure 7), MotherNets (with g = 2) results in
better accuracy in around the same amount of training time
as SE. We also show in Appendix E how MotherNets dom-
inate Fast Geometric Ensembles (FGE) when trained on
Wide ResNets. FGE, similarly to SE, generates ensembles
from the training trajectory of a single neural network but
uses a different cyclical learning rate schedule from SE i.e.,
geometric instead of cosine (Garipov et al., 2018).

Training time break down. Figure 8 and Figure 9 provide
the training time break down for V 5 and D5 ensembles
respectively. We observe proportional time break down
across all experiments. For MotherNets, we see that much
of the training time consists of training the first network.
Afterwards, training each additional network pays only a
marginal cost. In comparison, FD, KD, and BA take much
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MotherNets vs. KD, TN, and BA. For all ensembles
across all data sets, we observe that time-optimized Moth-
erNets (with g = 1) achieve an overall better accuracy-
training time tradeoff (i.e., MotherNets is both faster and
more accurate) than KD, TN, and BA3.

MotherNets is 2⇥ to 4.2⇥ faster than KD and results in
up to 2 percent better test accuracy. The lower accuracy
stems from the fact that all ensemble networks in KD are
more closely tied to the base network as they are trained
from the output of the same network. The higher training
cost is because distilling is expensive taking around 60 to
70 percent of the time required to train from scratch.

Compared to BA, MotherNets is on average (taken across all
of our experiments) 3.6⇥ faster and results in significantly
better accuracy – up to 5.5 percent lower absolute test error
rate. Since BA reduces the number of unique data items seen
by individual models, it is ineffective when training highly
parameterized deep neural networks (Lee et al., 2015a).

To achieve comparable accuracy to MotherNets (with g =
1), TN requires up to 3.8⇥ more training time on V 5. In
the same time budget, MotherNets can train with g = 4
providing over one percent reduction in test error rate. The
high training time is due to the fact that per epoch cost of
training the TreeNet is both higher than a single model and
it also takes more epochs to converge. Moreover, TN does
not generalize to neural networks with skip-connections.

The low test error rate of MotherNets when compared to KD,
TN, and BA stems from the fact that transferring the learned
function from MotherNets to ensemble networks provides
a good starting point as well as introduces regularization
for further training. This also allows hatched ensemble
networks to converge significantly faster resulting in overall
lower training time.

3 We omit BA from all our tradeoff graphs (Figure 3, Figure
4, Figure 5, Figure 6, and Figure 7) as it is a clear outlier: It takes
on average 73 percent of the time to train as compared to FD but
still results in significantly higher test error rate than any of the
baseline approaches including the single model.

MotherNets vs. SE. For the majority of our experiments,
SE and MotherNets (with g = 1) have identical training
times but MotherNets is more accurate. This applies to V 5
trained on CIFAR-10 (Figure 3), R10 trained on CIFAR-10
(Figure 5), and V 25 trained on CIFAR-100 (Figure 6). For
V 5, MotherNets result in 0.7 percent lower absolute test
error rate than SE for g = 1 and around 1.25 percent lower
absolute test error rate for g = 2. For the R10 ensemble
MotherNets outperforms SE establishing a new baseline
for ResNet ensembles on CIFAR-10 achieving below 4.5
percent test error rate in the same time SE achieves around
5.1 percent (He et al., 2016; Huang et al., 2017a). For the
V 25 ensemble MotherNets provide 1.5 percent lower test
error rate, whereas SE performs worse than a single model.
For the D5 ensemble trained on CIFAR-10 only, we find
that SE is more accurate than MotherNets, although slightly
slower to train.

Additionally, through the use of multiple clusters (i.e., vary-
ing the value of g), MotherNets provides flexibility over
the training time-accuracy tradeoff. For instance, for the
D5 ensemble (Figure 4), SE lies in between MotherNets
with g = 1 and g = 2. For a little decrease in accuracy,
MotherNets with g = 1 can train around 10 percent faster
or provide 0.5 percent better accuracy if given 40 percent
more training time with g = 2. Similarly, for V 25 trained
on SVHN (Figure 7), MotherNets (with g = 2) results in
better accuracy in around the same amount of training time
as SE. We also show in Appendix E how MotherNets dom-
inate Fast Geometric Ensembles (FGE) when trained on
Wide ResNets. FGE, similarly to SE, generates ensembles
from the training trajectory of a single neural network but
uses a different cyclical learning rate schedule from SE i.e.,
geometric instead of cosine (Garipov et al., 2018).

Training time break down. Figure 8 and Figure 9 provide
the training time break down for V 5 and D5 ensembles
respectively. We observe proportional time break down
across all experiments. For MotherNets, we see that much
of the training time consists of training the first network.
Afterwards, training each additional network pays only a
marginal cost. In comparison, FD, KD, and BA take much
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more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).

Figure 11. Training cost (USD)

Across both of these
machines, training time-
optimized MotherNets
provide significant re-
duction in training cost
(up to 3⇥) as it can train
a very large ensemble in
a fraction of the train-
ing time as compared to
other approaches.

3.4 Diversity of model predictions

Next, we analyze how diversity of ensembles produced by
MotherNets compares with SE and FD.

Ensembles and predictive diversity. Theoretical results
suggest that ensembles of models perform better when the
models’ predictions on a single example are less correlated.
This is true under two assumptions: (i) models have equal
correct classification probability and (ii) the ensemble uses
majority vote for classification (Krogh & Vedelsby, 1994;
Rosen, 1996; Kuncheva & Whitaker, 2003). Under ensem-
ble averaging, no analytical proof that negative correlation
reduces error rate exists, but lower correlation between mod-
els can be used to create a smaller upper bound on incorrect
classification probability. More precise statements and their
proofs are given in Appendix D.

Rapid ensemble training methods. For MotherNets, as
well as for all other compared techniques for ensemble
training, the training procedure binds the models together to
decrease training time. This can have two negative effects
compared to independent training of models:

1. by changing the model’s architecture or training pat-
tern, the technique affects each model’s prediction qual-
ity (the model’s marginal prediction accuracy suffers)

2. by sharing layers (TN), attempted softmax values (KD),
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more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).

Figure 11. Training cost (USD)

Across both of these
machines, training time-
optimized MotherNets
provide significant re-
duction in training cost
(up to 3⇥) as it can train
a very large ensemble in
a fraction of the train-
ing time as compared to
other approaches.
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Next, we analyze how diversity of ensembles produced by
MotherNets compares with SE and FD.

Ensembles and predictive diversity. Theoretical results
suggest that ensembles of models perform better when the
models’ predictions on a single example are less correlated.
This is true under two assumptions: (i) models have equal
correct classification probability and (ii) the ensemble uses
majority vote for classification (Krogh & Vedelsby, 1994;
Rosen, 1996; Kuncheva & Whitaker, 2003). Under ensem-
ble averaging, no analytical proof that negative correlation
reduces error rate exists, but lower correlation between mod-
els can be used to create a smaller upper bound on incorrect
classification probability. More precise statements and their
proofs are given in Appendix D.

Rapid ensemble training methods. For MotherNets, as
well as for all other compared techniques for ensemble
training, the training procedure binds the models together to
decrease training time. This can have two negative effects
compared to independent training of models:

1. by changing the model’s architecture or training pat-
tern, the technique affects each model’s prediction qual-
ity (the model’s marginal prediction accuracy suffers)
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more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).

Figure 11. Training cost (USD)
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Next, we analyze how diversity of ensembles produced by
MotherNets compares with SE and FD.

Ensembles and predictive diversity. Theoretical results
suggest that ensembles of models perform better when the
models’ predictions on a single example are less correlated.
This is true under two assumptions: (i) models have equal
correct classification probability and (ii) the ensemble uses
majority vote for classification (Krogh & Vedelsby, 1994;
Rosen, 1996; Kuncheva & Whitaker, 2003). Under ensem-
ble averaging, no analytical proof that negative correlation
reduces error rate exists, but lower correlation between mod-
els can be used to create a smaller upper bound on incorrect
classification probability. More precise statements and their
proofs are given in Appendix D.

Rapid ensemble training methods. For MotherNets, as
well as for all other compared techniques for ensemble
training, the training procedure binds the models together to
decrease training time. This can have two negative effects
compared to independent training of models:

1. by changing the model’s architecture or training pat-
tern, the technique affects each model’s prediction qual-
ity (the model’s marginal prediction accuracy suffers)
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more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).
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3.4 Diversity of model predictions

Next, we analyze how diversity of ensembles produced by
MotherNets compares with SE and FD.

Ensembles and predictive diversity. Theoretical results
suggest that ensembles of models perform better when the
models’ predictions on a single example are less correlated.
This is true under two assumptions: (i) models have equal
correct classification probability and (ii) the ensemble uses
majority vote for classification (Krogh & Vedelsby, 1994;
Rosen, 1996; Kuncheva & Whitaker, 2003). Under ensem-
ble averaging, no analytical proof that negative correlation
reduces error rate exists, but lower correlation between mod-
els can be used to create a smaller upper bound on incorrect
classification probability. More precise statements and their
proofs are given in Appendix D.

Rapid ensemble training methods. For MotherNets, as
well as for all other compared techniques for ensemble
training, the training procedure binds the models together to
decrease training time. This can have two negative effects
compared to independent training of models:

1. by changing the model’s architecture or training pat-
tern, the technique affects each model’s prediction qual-
ity (the model’s marginal prediction accuracy suffers)

2. by sharing layers (TN), attempted softmax values (KD),
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more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).
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Next, we analyze how diversity of ensembles produced by
MotherNets compares with SE and FD.

Ensembles and predictive diversity. Theoretical results
suggest that ensembles of models perform better when the
models’ predictions on a single example are less correlated.
This is true under two assumptions: (i) models have equal
correct classification probability and (ii) the ensemble uses
majority vote for classification (Krogh & Vedelsby, 1994;
Rosen, 1996; Kuncheva & Whitaker, 2003). Under ensem-
ble averaging, no analytical proof that negative correlation
reduces error rate exists, but lower correlation between mod-
els can be used to create a smaller upper bound on incorrect
classification probability. More precise statements and their
proofs are given in Appendix D.

Rapid ensemble training methods. For MotherNets, as
well as for all other compared techniques for ensemble
training, the training procedure binds the models together to
decrease training time. This can have two negative effects
compared to independent training of models:

1. by changing the model’s architecture or training pat-
tern, the technique affects each model’s prediction qual-
ity (the model’s marginal prediction accuracy suffers)
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more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).
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ble averaging, no analytical proof that negative correlation
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Figure 7. V25 (SVHN) Figure 8. Time (V5 C10)
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Figure 9. Time (D5 C10)
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Figure 10. V100 (CIFAR-10)

more time to train each network (e.g., for V5 around 5⇥, 4⇥,
and 4.1⇥ more time compared to MotherNets respectively).

The training time for SE and MN (with g = 1) are com-
parable. For instance, when training the D5 ensemble SE
takes 60 epochs to train one snapshot of DenseNets, whereas
MotherNets takes 128 epochs to train individual MotherNets
and on average 40 epochs to train each ensemble network.

3.2 Scaling to very large ensembles

Next we present results on a large ensemble V 100 that
contains up to a hundred variants of VGGNets. Figure
10 shows how training time-optimized MotherNets (g =
1) compares with SE. Here, we are fixing the number of
clusters and changing the number of trained models k across
both techniques. We observe that as we increase the number
of networks in an ensemble, the training time of MotherNets
grows at a much smaller rate than that of SE. Furthermore,
ensembles trained through MotherNets continue to improve
in accuracy, whereas those trained through SE gets worse
as we increase the number of snapshots.

The training time of MotherNets grows at a much smaller
rate because once the MotherNet has been trained, it takes
40 percent less time to train a hatched network than the
time it takes to train one snapshot. The declining accuracy
of SE as the size of the ensemble increases has also been
observed in the past, where by increasing the number of
snapshots above six results in degradation in performance
(Huang et al., 2017a).

3.3 Improving cloud training cost

Now, we show how the improvement in training time
achieved by MotherNets translates into monetary saving
when training on the cloud. Figure 11 shows the cost (in
USD) of training on four cloud instances across two cloud
service providers:

(i) M1 that maps to AWS P2.xlarge and Azure NC6, and (ii)
M2 that maps to AWS P3.2xlarge and Azure NCv3. M1 is
priced at USD 0.9 per hour and M2 is priced at USD 3.06

per hour for both cloud service providers (Amazon, 2019;
Microsoft, 2019).

Figure 11. Training cost (USD)

Across both of these
machines, training time-
optimized MotherNets
provide significant re-
duction in training cost
(up to 3⇥) as it can train
a very large ensemble in
a fraction of the train-
ing time as compared to
other approaches.

3.4 Diversity of model predictions

Next, we analyze how diversity of ensembles produced by
MotherNets compares with SE and FD.

Ensembles and predictive diversity. Theoretical results
suggest that ensembles of models perform better when the
models’ predictions on a single example are less correlated.
This is true under two assumptions: (i) models have equal
correct classification probability and (ii) the ensemble uses
majority vote for classification (Krogh & Vedelsby, 1994;
Rosen, 1996; Kuncheva & Whitaker, 2003). Under ensem-
ble averaging, no analytical proof that negative correlation
reduces error rate exists, but lower correlation between mod-
els can be used to create a smaller upper bound on incorrect
classification probability. More precise statements and their
proofs are given in Appendix D.

Rapid ensemble training methods. For MotherNets, as
well as for all other compared techniques for ensemble
training, the training procedure binds the models together to
decrease training time. This can have two negative effects
compared to independent training of models:

1. by changing the model’s architecture or training pat-
tern, the technique affects each model’s prediction qual-
ity (the model’s marginal prediction accuracy suffers)

2. by sharing layers (TN), attempted softmax values (KD),
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